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Tesla V100

HPC GPU

Volta Architecture

Most Productive GPU

Tensor Core

125 Programmable 

TFLOPS Deep Learning

Improved SIMT Model

New Algorithms

Volta MPS

Inference Utilization

Improved NVLink & 

HBM2

Efficient Bandwidth
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:21B 
815 mm 2

80 SM
5120 CUDA
640 Tensor

HBM2
16 GB, 900 GB/s

NVLink 300 GB/s

Tesla V100

*full GV100 chip contains 84 SMs
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VOLTA

P100 V100 P100 V100
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2.4x faster 3.7x faster

FP32 Tensor FP16 Tensor

TensorRT- 7ms Latency

(*) DL ResNet50
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VOLTA
HPC

P
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HPC

System Config Info: 2X Xeon E5-2690 v4, 2.6GHz, w/ 1X Tesla 
P100 or V100. V100 measured on pre-production hardware.

Summit 

Supercomputer

200+ PetaFlops

~3,400 Nodes

10 Megawatts
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P100 V100 UP

10 TOPS 125 TOPS 12x

21 TFLOPS 125 TOPS 6x

FP64/FP32 5/10 TFLOPS 7.8/15.6 TFLOPS 1.5x

HBM2 720 GB/s 900 GB/s 1.2x

NVLink 160 GB/s 300 GB/s 1.9x

L2 4 MB 6 MB 1.5x

L1 1.3 MB 10 MB 7.7x

GPU : P100 vs v100
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Volta NVLink

P100 V100

4 6

/ 40 GB/s 50 GB/s

160 GB/s 300 GB/s

(*) 

DGX1V
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Tensor 

D = AB + C

D = 

FP16 or FP32 FP16 FP16 FP16 or FP32

A0,0 A0,1 A0,2 A0,3

A1,0 A1,1 A1,2 A1,3

A2,0 A2,1 A2,2 A2,3

A3,0 A3,1 A3,2 A3,3

B0,0 B0,1 B0,2 B0,3

B1,0 B1,1 B1,2 B1,3

B2,0 B2,1 B2,2 B2,3

B3,0 B3,1 B3,2 B3,3

C0,0 C0,1 C0,2 C0,3

C1,0 C1,1 C1,2 C1,3

C2,0 C2,1 C2,2 C2,3

C3,0 C3,1 C3,2 C3,3

4x4 1 (128 / )

FMA (Fused Multiply-Add)
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VOLTA TENSOR

:FP16 FP16 FP32

FP16

FP16
ú +

FP16 ( )

FP32

FP32

more products

32bit
16bit

16bit

FP16

FP16:FP32
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TENSOR

Volta

__device__ void tensor_op_16_16_16(
float *d, half *a, half *b, float *c)

{
wmma::fragment< matrix_a , é> Amat;
wmma::fragment< matrix_b , é> Bmat;
wmma::fragment< matrix_c , é> Cmat;

wmma:: load_matrix_sync ( Amat, a, 16);
wmma:: load_matrix_sync ( Bmat, b, 16);
wmma:: fill_fragment ( Cmat, 0.0f);

wmma:: mma_sync( Cmat, Amat, Bmat, Cmat);

wmma:: store_matrix_sync (d, Cmat, 16,
wmma:: row_major );

}

CUDA C++
Warp

NVIDIA cuBLAS, cuDNN, TensorRT
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DL
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NVIDIA CAFFE 0.16

FP16 Tensor

Forward Backward: (FP32 or FP16)

: FP32

https://github.com/NVIDIA/caffe/tree/caffe -0.16
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NVIDIA CAFFE 0.16
https://github.com/NVIDIA/caffe/tree/caffe -0.16
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TensorFlow

Tensor : TensorFlow 1.4

FP16 Tensor

FP32 : 

: 

tf.cast(tf.get_variable(..., dtype=tf.float32), tf.float16)

scale = 128

grads = [grad / scale for grad in tf.gradients(loss * scale, params)]
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PyTorch

Tensor : 

FP16 Tensor

FP32 : 

: 

Input = input.cuda().half()

model = model.cuda().half()
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Chainer

Tensor : Chainer V4

FP16 Tensor

FP32 : 

: ( )

x = F.cast(x, np.float16)

optimizer = chinaer.optimizers.SGD()

optimizer.use_fp32_update()

loss = lossfunc(y, t)

loss.backward(loss_scale=1024)
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Tesla V100 NVIDIA DGX-1
AI 

960 Tensor TFLOPS  |  Tesla V100 8 |  NVLink 

TITANX 8 8 

CPU 400
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NVIDIA DGXStation
DGX

480 Tensor TFLOPS|  Tesla V100 4

NVLink |  3 DisplayPort  

1500W  |  


